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1 Introduction

1.1 Metrics

Recall that a metric over a set of points V is a function d : V × V → R≥0 satisfying the following
properties.

1. Symmetry. d(u, v) = d(v, u).

2. Positive. d(u, v) > 0 for all u 6= v.

3. Triangle inequality. d(u, v) ≤ d(u,w) + d(w, v) for all u, v, w ∈ V .
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Metrics arise everywhere. The most natural setting is Euclidean metric on Rn, d(u, v) =

‖u− v‖ =
√∑

i(ui − v2i ). Previous discussions on dimensionality reduction and localitive sensi-
tive hashing were based on Euclidean metrics. Another natural setting for metrics is the shortest
path metric in undirected graphs. Given a weighted undirected graph G = (V,E), we defined d(u, v)
to be the length of the shortest path from u to v.

1.2 Problems with metrics

1.2.1 Buy-at-bulk Network Design

Network design problems models situations where we want to build a netwok that connects
pairs of communicating clients, while minimizing the total cost of the network.

Optical Network Design 

Details: see tutorial talk by C-Zhang, DIMACS 
workshop on Next Gen Networks, August 2007 1



The input consists of an undirected graph G = (V,E) with positive edge lengths ` : E → R>0.
We can purchase capacity on an edge e at a cost of f(u)`(e) for u units of capacity, where f(u) is
a fixed monotonically increasing function of u. In simple cases, f(u) is a linear function of u; e.g.,
2 dollars per unit capacity (per unit length). Having a general function f(u) allows us to model
things like “fixed costs” (where the first unit of capacity has an extra fixed cost) and “economy of
scale” (where each successive unit of capacity gets cheaper).

We want to buy enough capacity (at minimum total cost) to support communication between
various pairs of vertices in the network. For every pair of vertices s, t ∈ V , there is a demand
d(s, t) ≥ 0. For each pair s, t, we pick a path1 Ps,t from s to t, and send d(s, t) units of flow from s
to t. We then pay for the capacity required to fit all of these (fat) paths, simultaneously.

The goal is, at minimum total cost, to buy enough capacity so that we can simulateneously
route d(s, t) units of flow along a single path P (s, t) from s to t for every pair (s, t). That is, a
solution consist of:

1. For each edge e, the amount u(e) ≥ 0 of capacity we buy on edge e.

2. For each pair (s, t), a path P (s, t) from s to t.

For each edge e, we require u(e) ≥
∑

(s,t):e∈P (s,t) d(s, t). The total cost is given by
∑

e∈E f(e)u(e).

Choose paths Ps,t : s t for each pair (s, t) minimizing∑
e∈E

`(e)f(u(e)) where u(e) =
∑

(s,t):e∈P (s,t)

d(s, t)

1.2.2 k-median

In the k-median problem, there are n points V in some metric space defined by a metric d : V ×V →
R>0, and the goal is choose k centers ranging. This problem has diverse applications ranging
from operations research and industrial engineering to information retrieval and data mining. For
formally, the problem can be written as

minimize
∑
v∈V

min
c∈C

d(v, c) over C ⊂ V subject to |C| ≤ k.

1.2.3 Metric labeling

In the metric labeling problem, one wants to label/classify n points V in one of k labels L as to
optimize over some kind of prior assumptions. Metric labeling has several applications including
image segmentation, where one tries to label different objects in an image.

The mathematical model studied by Kleinberg and Tardos [3] consists of a cost function c :
V × L→ R>0 of assigning a point a label, a metric d : L× L→ R>0, and a graph G = (V,E) over
V with positive edge weights w : E → R>0. The cost of a labeling f : V → L is the quantity...∑

v∈V
c(v, f(v)) +

∑
{u,v}∈E

w(u, v)d(f(u), f(v)).

1Here we are modeling the unsplittable flow version of the problem. A different variation of the problem allows
for any flow of size d(s, t) from s to t.
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1.3 Tree metrics

Shortest path metrics are exceptionally simple on trees. In a tree, there is a unique path between
any two nodes; the distance is just the sum of edges along that path. The all pairs shortest pathh
metric can be computed (implicitly) in nearly linear time.

Even within trees, there is an even nicer class of metrics called hierarchical trees. Hierarchical
trees are rooted, and there is a fixed constant α > 1 (e.g., α = 2) such that every edge at level
i (where the leaf edges are at level 0) has weight αi. This makes it even easier to determine the
distance between two vertices - it is a simple arithmetic function of the level of their least common
ancestor. Particularly convenient is the case where α ≥ 2. Then the highest edge between two
vertices gives a constant factor approximation of their distance.

Theorem 1. Let d : V × V → R≥0 be a metric over n points. In randomized polynomial time, one
can produce a randomized hierarchical tree metric dT : V × V → R≥0 that (up to scaling) has the
following guarantee. For all pairs u, v ∈ V ,

1. d(u, v) ≤ dT (u, v).

2. E[dT (u, v)] ≤ O(log n)d(u, v).

The idea of using trees to approximate metrics, and then solving various problems on the trees, is
due to Bartal [1]. Bartal [2] obtained the Theorem 1 except with a O(log n log log n) factor instead
of O(log n). The O(log n) factor was obtained by Fakcharoenphol, Rao, and Talwar [4] by a very
subtle modification of [2].

2 The algorithm

The algorithm that guarantees Theorem 1 is mischieviously simple. For a vertex v and a radius
r > 0, let

B(v, r) = {u ∈ V : d(v, u) ≤ r}

be the ball of radius r centered at v. The algorithm builds a tree over V by hierarchically scooping
out balls centered at points in V . In the first iteration, we pick a radius r close to the diameter
of the metric, and start scooping out vertices as follows. For each vertex v in random order, we
scoop out all the vertices in B(v, r) that have not yet been scooped, and recurse on these vertices.
This builds a hierarchical tree recursively on clusters of the form Cv ⊆ B(v, r), which are attached
as subtrees of an auxiliary root vertex with edges of length (roughly) r. One subtle detail is that
we randomly order the vertices once, at the beginning, and then use the same ordering in all the
subproblems thereafter.

Figure 2 shows a point set in the plane and hierarchical scoops on these points. In Figure 3, the
scoops are arranged in a hierarchical tree metric.

We note that there is only a small difference between this algorithm, from [4], and the preceding
algorithm in [2], which was worse by a log log n factor. [2] used a new random ordering of the points
at each subproblem. Here we use the same one. That’s it!

3 Analysis

The only nontrivial part to analyze the the second item in Theorem 1. We restate the claim for
convenience.
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scoopedy-whoop-de-scoop(V ,d,r)
Input:

• points V with some fixed order

• metric d : V × V → R>0

• radius r = α4i, where α ∈ [1, 2]

Output: hierarchical tree metric on V

1. if |V | ≤ 1 then return V

2. a← new auxiliary vertex

3. for each v ∈ V in order

// Scoop out the ball of radius r at v

A. Cv ← B(v, r) \
⋃

u<v Cu

B. Tv ← scoopedy-whoop-de-scoop(Cv, d, r/4)

C. make Tv a subtree of a with an edge of
length 4i

4. return the tree metric rooted at a

Figure 1: Recursive algorithm for computing a probabilistic
tree metric. Initially, given a set of points V and a metric,
we choose i > log4(diameter of V ), α ∈ [1, 2] uniformly at
random, and a uniformly random ordering of V , and then
call scoopedy-whoop-de-scoop.

Claim. Let u, v ∈ V . Then E[dT (u, v)] ≤ O(log n)d(u, v).

Fix u and v. What determines dT (u, v)? Because the radii are decreasing by a factor of 4, all
that really matters is at what point u and v get separated by some cluster centered at a vertex w.

Definition 2. For a vertex w, we say that w decides {u, v} if the first cluster separating {u, v} is
centered at w.

The bad event for a pair u, v ∈ V is when a point w very far from both u and v, where “far” is
relative to d(u, v), separates u and v. For a far away point w, this requires two independent events.

1. w has to be ordered before any other point that is closer to u and v. Otherwise this other point
will always scoop out or separate u and v before w does.

2. α ∈ [1, 2] has to be appropriately selected so that the perturbed radius α∆k separates u and v,
for some k. We will show that, because w is far away from u and v, there is only one possible
choice of k where this is possible. Morevoer, the larger the ∆k, the smaller the chance of a
“bad” α, and these two factors offset each other nicely.

We will prove the following.
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Figure 3: Hierarchical scoopes arranged in a hierarchical tree.
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Lemma 3. Suppose w is the `th furthest point from either u or v. Then

P[w decides {u, v}] E[dT (u, v) |w decides {u, v}] ≤ cdT (u, v)

`

for some universal constant c > 0.

The claim now follows from summing over all `. If we number the vertices w1, . . . , wn in increas-
ing distance from (the minimum of) u or v, we have

E[dT (u, v)] =
∑
`

P[w` decides {u, v}] E[dT (u, v) |w` decides {u, v}]

≤ cdT (u, v)
n∑

`=1

1

log `
≤ O(log n)dT (u, v),

as desired.

3.1 Critical depth

Fix w. In this section, we will show that there is at most one depth k at which w could deal serious
damage to dT (u, v).

Definition 4. We say that w is dangerous at depth k if

1. α∆k ≥ 4d(u, v)

2. d(w, u) ≤ α∆k ≤ d(w, v).

We say that k is a critical depth if there exists α ∈ [1, 2] such that w is dangerous at depth k.

Lemma 5. There exists at most one critical depth.

Proof. Suppose k is critical. Then there exists α ∈ [1, 2] such that

α∆k ≥ 4d(u, v) and d(w, u) ≤ α∆k < d(w, v). (1)

We will show that k + 1 and k − 1 are not critical. First consider k − 1. We have

d(w, v)
(a)
≤ d(w, u) + d(u, v)

(b)
≤ α∆k + α∆k/4 < α∆k−1.

(a) is by the triangle inequality. (b) is by the (1), and (c) is because is decreasing in k by powers of
4.

Similarly, we have

d(u,w) ≥

�
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Lemma 6. Let w have critical depth k w/r/t u and v. Then

P[w dangerous] ≤ d(u, v)

∆k
.

Proof.

P[w dangerous] ≤ |[d(w, u), d(w, v)]|
|[∆k, 2∆k]|

≤ d(u, v)

∆k
.

�

Lemma 7. Let w be the `th closest point from u or v. Then

E[contribution from w to dT (u, v)] ≤ cd(u, v)

`

for some universal constant c > 0.

Proof. Let k be the critical depth of w. The probability of w being dangerous is d(u, v)/∆k. If w
is dangerous, then it contributes at most ∆k to dT (u, v). The probability of w has priority over all
closer points is 1/`. Thus we get something like

∆k ·
d(u, v)

∆k
· 1

`
.

�
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