
Brute force through graphs

Kent Quanrud

February 8, 2021

These notes are mostly ok now. The last section on TSP will be discussed in the next
class. We also refer the reader to Chapters 8 and 9 of [3], as well as the notes [1],
which have different and interesting perspectives on mostly the same algorithms.

1 Distances
The previous discussion concerned reachability: whether or not there exists a path between two
vertices. Today’s discussion is about finding the shortest path between two vertices.

Let 𝐺 = (𝑉, 𝐸) be a directed graph and let ℓ : 𝐸 → ℝ assigned real-valued lengths to all the
edges. The distance between two vertices 𝑠 and 𝑡 is defined (mathematically) as the minimum total
length of any walk from 𝑠 to 𝑡:

𝑑 (𝑠, 𝑡) = inf

{
𝑘∑︁
𝑖=1

ℓ(𝑒𝑖) : 𝑒1, . . . , 𝑒𝑘 ∈ 𝐸 form a walk from 𝑠 to 𝑡

}
.

1By definition, this quantity is∞ if 𝑠 cannot reach 𝑡. In the unweighted case, this is the minimum
number of edges required to go from 𝑠 to 𝑡. One of the main goals in this discussion is to compute
𝑑 (𝑠, 𝑡). Note that it is not even clear that we have a brute force algorithm, since the number of walks
is unbounded.

Let us point out that the graphical definition of distance above can differ in a couple ways from
our conventional notion of distance. First, there could be negative edge lengths, which means that
𝑑 (𝑠, 𝑡) can be negative or even negative infinity. Second, it may not be symmetric: in a directed
graph, 𝑑 (𝑠, 𝑡) and 𝑑 (𝑡, 𝑠) may be very different. (See Exercise 1.) A directed analogue of the triangle
inequality does hold:

𝑑 (𝑥, 𝑦) ≤ 𝑑 (𝑥, 𝑧) + 𝑑 (𝑧, 𝑦)

for any three vertices 𝑥, 𝑦, 𝑧. Indeed, any walk from 𝑥 to 𝑧 and any walk from 𝑧 to 𝑦 can be combined
to make a walk from 𝑥 to 𝑦.

Theorem 1. Let 𝐺 be an undirected graph and ℓ : 𝐸 → ℝ>0 strictly positive edge lengths. Consider
the distances 𝑑 : 𝑉 ×𝑉 → ℝ≥0 induced by ℓ. Then the distances form a metric. That is,

1Here “inf” stands for “infimum”, which for those unfamiliar with the term, is effectively the same as minimum but
allows for −∞ when the minimum is not finite.
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1. (Positivity) For any two vertices 𝑥, 𝑦, 𝑑 (𝑥, 𝑦) ≥ 0 and 𝑑 (𝑥, 𝑦) = 0 iff 𝑥 = 𝑦.

2. (Symmetry) For any two vertices 𝑥, 𝑦, 𝑑 (𝑥, 𝑦) = 𝑑 (𝑦, 𝑥).

3. (Triangle inequality) For any three vertices 𝑥, 𝑦, 𝑧,

𝑑 (𝑥, 𝑦) ≤ 𝑑 (𝑥, 𝑧) + 𝑑 (𝑧, 𝑦).

Proof. We already pointed out the triangle inequality above. Positivity is immediate – any two
distinct vertices have at least one edge on any walk between them, which has a strictly positive
length. Symmetry is because any walk from 𝑥 to 𝑦, in an undirected graph, can be reversed to obtain
a walk from 𝑦 to 𝑥 with the same length. �

1.1 A recursive identity and an algorithm
Let 𝑠, 𝑡 ∈ 𝑉 where 𝑠 ≠ 𝑡 and let (𝑢, 𝑡) ∈ 𝐸 be any edge directed into 𝑡. Then we have

𝑑 (𝑠, 𝑡)
(a)
≤ 𝑑 (𝑠, 𝑢) + 𝑑 (𝑢, 𝑡)

(b)
≤ 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡).

by (a) the triangle inequality and (b) definition of 𝑑 (𝑢, 𝑡). The following lemma states there is always
some 𝑢 for which the above inequalities are tight.

Lemma 1.1. For all 𝑠, 𝑡 ∈ 𝑉 with 𝑠 ≠ 𝑡,

𝑑 (𝑠, 𝑡) = 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡)

for some vertex 𝑢 with (𝑢, 𝑡) ∈ 𝐸 .

Proof. We have three cases, where 𝑑 (𝑠, 𝑡) is either finite, −∞, or∞. Suppose 𝑑 (𝑠, 𝑡) is finite. Then
there is a walk from 𝑠 to 𝑡 with total length 𝑑 (𝑠, 𝑡). Let 𝑢 be the second to last vertex on the walk.
The length of the walk from 𝑠 to 𝑡 is equal to the length of the initial part of the walk from 𝑠 to 𝑢,
plus the length of the edge (𝑢, 𝑡). The initial part has total length at least 𝑑 (𝑠, 𝑢) (by definition of
𝑑 (𝑠, 𝑢)). Thus

𝑑 (𝑠, 𝑡) ≥ 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡). (1)

Meanwhile, the triangle inequality provides the opposite inequality,

𝑑 (𝑠, 𝑡) ≤ 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡).

Thus 𝑑 (𝑠, 𝑡) = 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡), as desired. It remains to address the two non-finite edge cases
corresponding to 𝑑 (𝑠, 𝑡) = −∞ and 𝑑 (𝑠, 𝑡) = +∞.

Suppose first that 𝑑 (𝑠, 𝑡) = −∞. The claim asserts that 𝑑 (𝑠, 𝑢) = −∞ for some edge (𝑢, 𝑡) ∈ 𝐸 .
Suppose by contradiction that there is a finite lower bound 𝐿 ∈ ℝ such that 𝑑 (𝑠, 𝑢) ≥ 𝐿 for all
(𝑢, 𝑡) ∈ 𝐸 . Let

_ = min
𝑒=(𝑢,𝑡)∈𝐸

ℓ(𝑒) ∈ ℝ

2



be the minimum length of any edge entering 𝑡. Now consider any walk

𝑊 = ((𝑣1 = 𝑠), 𝑣2, . . . , 𝑣𝑘−1, (𝑣𝑘 = 𝑡))

from 𝑠 to 𝑡. Then the walk has length

𝑘−1∑︁
𝑖=1

ℓ(𝑣𝑖, 𝑣𝑖+1) ≥ 𝑑 (𝑠, 𝑣𝑘−1) + ℓ(𝑣𝑘−1, 𝑡) ≥ 𝐿 + _.

Thus 𝐿 + _ is a finite lower bound on 𝑑 (𝑠, 𝑡), a contradiction.
In the finally case, suppose that 𝑑 (𝑠, 𝑡) = ∞. The claim asserts that 𝑑 (𝑠, 𝑢) = ∞ for all edges

(𝑢, 𝑡) ∈ 𝐸 . Suppose by contradiction that 𝑑 (𝑠, 𝑢) is finite for some 𝑢 ∈ 𝑉 . Then

𝑑 (𝑠, 𝑡) ≤ 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡)

by the triangle inequality, a contradiction. �

Let us emphasize that Lemma 1.1 is a mathematical identity, not an algorithm. That said, it does
naturally suggest the following recursive algorithm. We first give a recursive specification for the
function we seek to implement.

recursive-distance(𝑠,𝑡) = the length of the shortest walk from 𝑠 to 𝑡.

We can try to implement recursive-distance as follows.

recursive-distance(𝑠,𝑡)

1. if 𝑠 ≠ 𝑡 then return the minimum of

recursive-distance(𝑠,𝑢) + ℓ(𝑢, 𝑡)

over all edges (𝑢, 𝑡) ∈ 𝐸 entering 𝑡, or +∞ if there are no such edges.

2. else (when 𝑠 = 𝑡) return the minimum of

A. 0

B. recursive-distance(𝑠,𝑢) + ℓ(𝑢, 𝑠) over all incoming edges (𝑢, 𝑠) ∈ 𝐸.

But this algorithm, similar to our recursive-search algorithm from the previous discussion
in reachability, may never terminate in the presence of a cycle. That said, let us point out the
recursive-distance isn’t half-bad if there are no cycles - in a DAG. Suppose we fix 𝑠 and want to
find the distance from 𝑠 to all other vertices 𝑡. If we cache the values recursive-distance(𝑠,𝑡) as
we compute them, then we can compute all of the distances in just 𝑂 (𝑚 + 𝑛) time.

Of course we are also interested in the general case, besides DAG’s. While Lemma 1.1 would
seem to break down the computation into steps, we need to somehow “break the loops” to get an
efficient algorithm overall.
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2 One step at a time
One way to break cyclic recursive dependencies is to introduce additional parameters that establish
a clear ordering. For distances, we can parameterize by the number of steps in the walk. Let us
define, for 𝑠, 𝑡 ∈ 𝑉 and 𝑘 ∈ ℤ≥0,

distance(𝑠,𝑡,𝑘) = the length of the shortest walk form 𝑠 to 𝑣 using at most 𝑘 edges.

We can implement distance(𝑠,𝑣,𝑘) as follows.

distance(𝑠,𝑣,𝑘)

1. if 𝑘 = 0 and 𝑠 = 𝑣 then return 0

2. if 𝑘 = 0 and 𝑠 ≠ 𝑣 then return +∞

// otherwise 𝑘 > 0

3. return the minimum of

1. dist(𝑠,𝑣,𝑘 − 1)

2. dist(𝑠,𝑢,𝑘 − 1) + ℓ(𝑢, 𝑣) over all edges (𝑢, 𝑣) ∈ 𝐸

The introduction of 𝑘 makes it easy to see that there are no recursions - problems at 𝑘 = 0 have
no recursive dependencies, and problems for value 𝑘 > 0 depend only on problems at 𝑘 − 1. Of
course the recursive code will be slow, since it will end up enumerating all walks of length at most
𝑘 edges. But as we have seen before, we can make the recursion efficient by caching every value
𝑑 (𝑠, 𝑣, 𝑘) the first time we compute it.

Consider now the running time with dynamic programming applied to dist(𝑠,𝑡,𝑘). The time
to solve a subproblem dist(𝑠,𝑡,𝑘) is proportional to the number of incoming edges to 𝑣, excluding
the time for recursive subcalls. If we fix 𝑠 and 𝑘 and sum over all 𝑡 ∈ 𝑉 , then the time to solve all
problems of the form 𝑑 (𝑠, 𝑡, 𝑘) for fixed 𝑠 and 𝑘 is on the order of∑︁

𝑡∈𝑉
(in-degree of 𝑡) = 𝑚,

since every edge is directed towards exactly one vertex. Thus, for fixed 𝑠, the time to build out
𝑑 (𝑠, 𝑡, 𝑘) for 𝑘 up to 𝑛 is 𝑂 (𝑚𝑛). This algorithm is sometimes called Bellman-Ford algorithm.

2.1 Computing true distances and handling negative cycles
While dist(𝑠,𝑡,𝑘) is well-defined and we have designed and analyzed an implementation for it, it
does a bit more narrow - by design - then our original intent, computing the true distances 𝑑 (𝑠, 𝑡) for
all 𝑡 ∈ 𝑇 . To this end we need to tease out the consequences of a negative cycle. Ultimately we will
conclude that 𝐺 has a negative cycle reachable from 𝑠 iff at least one of the distance labels decrease
in the 𝑛th iteration. Otherwise, we will show, the labels 𝑑 (𝑠, 𝑡)𝑛 − 1 are equal to 𝑑 (𝑠, 𝑡).

Lemma 2.1. dist(𝑠,𝑡,𝑘) = dist(𝑠,𝑡,𝑘 − 1) for all 𝑡 ∈ 𝑉 iff 𝑑 (𝑠, 𝑡) = dist(𝑠,𝑡,𝑘 − 1) for all 𝑘 .
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Proof. For each 𝑘 , dist(𝑠,𝑡,𝑘) is a function of (only) dist(𝑠,𝑡,𝑘 − 1) and 𝐸 .
Consequently, if dist(𝑠,𝑡,𝑘) = dist(𝑠,𝑡,𝑘 − 1) for some 𝑘 , then we have reached a fixed point

in the sequence of vertex labels dist(𝑠,𝑡,𝑘): that is, we have

dist(𝑠,𝑡,ℓ) = dist(𝑠,𝑡,𝑘 − 1)

for all ℓ ≥ 𝑘 and all 𝑡 ∈ 𝑉 . By definition of dist(𝑠,𝑡,ℓ), this means that any walk from 𝑠 to 𝑡 has
distance at least dist(𝑠,𝑡,𝑘 − 1); i.e., 𝑑 (𝑠, 𝑡) = dist(𝑠,𝑡,𝑘 − 1).

Conversely, suppose 𝑑 (𝑠, 𝑡) = dist(𝑠,𝑡,𝑘 − 1) for some 𝑘 . We have always had the inequalities

𝑑 (𝑠, 𝑡) ≤ dist(𝑠,𝑡,ℓ) ≤ dist(𝑠,𝑡,𝑘 − 1)

for all ℓ ≥ 𝑘 simply by definition of 𝑑 (𝑠, 𝑡) and dist(𝑠,𝑡,·) (since allowing for more edges can only
decrease the total length). The assumption that 𝑑 (𝑠, 𝑡) = dist(𝑠,𝑡,𝑘 − 1) forces inequalities all the
way through, hence

dist(𝑠,𝑡,ℓ) = 𝑑 (𝑠, 𝑡)𝑘 − 1

for all ℓ ≥ 𝑘 − 1. �

Theorem 2. 𝐺 has no negative cycles reachable from 𝑠 iff dist(𝑠,𝑡,𝑛) = dist(𝑠,𝑡,𝑛 − 1) for all 𝑡.
In this case, dist(𝑠,𝑡,𝑛 − 1) = 𝑑 (𝑠, 𝑡) for all 𝑡.
Proof. If 𝐺 has a negative cycle reachable from 𝑠, then the vertices on this cycle have distance −∞
from 𝑠. Thus we cannot have 𝑑 (𝑠, 𝑡)𝑘 = dist(𝑠,𝑡,𝑘 + 1) for any 𝑘 , since otherwise dist(𝑠,𝑡,𝑘).

Conversely, suppose dist(𝑠,𝑡,𝑛) < dist(𝑠,𝑡,𝑛 − 1) for some 𝑡. Then there is an (𝑠, 𝑡) walk
𝑊 with 𝑛 edges that is strictly shorter than any walk with less edges. Since 𝑊 has 𝑛 edges and 𝑛 + 1
vertices (with repetition), it must have a vertex that repeats, hence a cycle 𝐶. Removing the cycle 𝐶
from 𝑊 leaves an (𝑠, 𝑡)-walk 𝑊′ with strictly fewer edges.

The total length of 𝑊 is equal to the total length of 𝑊′ plus the total length of 𝐶. By choice of
𝑊 , the shorter walk 𝑊′ must have total length greater than 𝑊 . This means that the removed cycle 𝐶
has negative total length.

The second claim - that dist(𝑠,𝑡,𝑛 − 1) = 𝑑 (𝑠, 𝑡) for all 𝑡 when dist(𝑠,𝑡,𝑛 − 1) = dist(𝑠,𝑡,𝑛)

for all 𝑡, follows from the preceding lemma. �

Corollary 3. In 𝑂 (𝑚𝑛) time, the Bellman-Ford algorithm (run for 𝑛 iterations) either
1. Computes the distance from 𝑠 to 𝑡 for all 𝑡 ∈ 𝑉 .

2. Identifies a vertex 𝑡 such that 𝑑 (𝑠, 𝑡) = −∞.

2.2 All pairs shortest paths and doubling up
Suppose we also wanted to compute the distances of all pairs of vertices, not just those with a fixed
source. One option is to run Bellman-Ford from every choice of vertex 𝑠; this gives a 𝑂

(
𝑚𝑛2) time

algorithm to compute all pairs of shortest paths (APSP).
Recall that our code for dist() above was based on trying to guess the last edge (𝑢, 𝑡) on the

shortest (≤ 𝑘)-edge walk from 𝑠 to 𝑡. In that setting 𝑠 was fixed, and it was convenient that we
had computed dist(𝑠,𝑢,𝑘 − 1) in the previous iteration. Here, with all pairs and in particular all
choices of 𝑠, we have slightly more freedom in our algorithm design - we can also change 𝑠! Thus
consider the following strategy for dist(𝑠,𝑡,𝑘) when 𝑘 is a power of 2: guess the middle vertex.
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distance(𝑠,𝑡,𝑘)

// We assume 𝑘 is a power of 2.

1. if 𝑘 = 0 and 𝑠 = 𝑣 then return 0

2. if 𝑘 = 0 and 𝑠 ≠ 𝑣 then return +∞

3. if 𝑘 = 1 and (𝑠, 𝑡) ∈ 𝐸 then return ℓ(𝑠, 𝑡)

4. if 𝑘 = 1 and (𝑠, 𝑡) ∉ 𝐸 then return +∞

// otherwise 𝑘 > 1

5. return the minimum of

1. dist(𝑠,𝑣,𝑘/2)
2. dist(𝑠,𝑣,𝑘/2) + dist(𝑣,𝑡,𝑘/2) over all vertices 𝑣 ∈ 𝑉

Theorem 4. Let 𝑘 ∈ ℕ be a power of 2. Then the power method computes dist(𝑠,𝑡,𝑘) for all pairs
𝑠, 𝑡 ∈ 𝑉 in 𝑂

(
𝑛3 log(𝑘)

)
time.

Proof. For each 𝑖, there are 𝑛2 subproblems dist(𝑠,𝑡,𝑖), as there are 𝑛2 choices of 𝑠, 𝑡 ∈ 𝑉 . Each
subproblem takes 𝑂 (𝑛) time to look over the choices of 𝑣. Thus we have a running time

𝑂

(
𝑛3
)
× (# choices of 𝑖).

Here the power trick kicks in: since 𝑖 doubles, there are only log(𝑘) choices of 𝑖. Thus we obtain
the claimed running time. �

3 Floyd-Warshall
We remind ourselves again of the running theme of trying to “break the loops” to develop algorithms
for computing the distance. Last section we parameterized walks by the number of edges that gave
us a clean and sound recursive algorithm. The explicit nature of counting the number of edges made
it particularly easy to tease out the tricky logic that comes with negative cycle.

Here we pursue a different strategy for the all-pairs shortest paths problem, under the assumption
that there are no negative cycles. (We can, however, handle negative edges.) Then every distance is
obtained by a path. This time, we instead parameterize by the set of intermediate vertices.

To this end, let us index the vertices 𝑣1, . . . , 𝑣𝑛 arbitrarily. The two vertices 𝑢, 𝑣, and an index
𝑖 ∈ [𝑛], we define

dist(𝑢,𝑣,𝑖) = the length of the shortest path from 𝑢 to 𝑣 using only 𝑣1, . . . , 𝑣𝑖 as
intermediate nodes.
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We can implement dist(𝑢,𝑣,𝑖) as follows.

dist(𝑠,𝑡,𝑖) =



0 if 𝑖 = 0 and 𝑢 = 𝑣

ℓ(𝑢, 𝑣) if 𝑖 = 0 and (𝑢, 𝑣) ∈ 𝐸
+∞ if 𝑖 = 0 and (𝑢, 𝑣) ∉ 𝐸

min
{
dist(𝑠,𝑡,𝑖 − 1)
dist(𝑠,𝑣𝑖,𝑖 − 1) + dist(𝑣𝑖,𝑡,𝑖 − 1)

}
otherwise.

The proof is a simple one by induction on 𝑖. The shortest (𝑠, 𝑡)-path through 𝑣1, . . . , 𝑣𝑖 either uses
or doesn’t use 𝑣𝑖. If it doesn’t use 𝑣𝑖, then by induction, its length is given by dist(𝑠,𝑡,𝑖 − 1).
Otherwise, the shortest (𝑠, 𝑡)-path through 𝑣1, . . . , 𝑣𝑖 uses 𝑣𝑖, and consists of one path from 𝑠 to 𝑣𝑖 and
another path from 𝑣𝑖 to 𝑡, where both of these paths only use the vertices 𝑣1, . . . , 𝑣𝑖−1. By induction,
dist(𝑠,𝑣𝑖,𝑖 − 1) computes the length of the shortest such path from 𝑠 to 𝑣𝑖 and dist(𝑣𝑖,𝑡,𝑖 − 1)
computes the length of the shortest such path from 𝑣𝑖 to 𝑡. Thus dist(𝑠,𝑣𝑖,𝑖 − 1)+dist(𝑣𝑖,𝑡,𝑖 − 1)
gives the length of the shortest (𝑠, 𝑡) path through 𝑣1, . . . , 𝑣𝑖 that uses 𝑣𝑖.

As per the running time, we have

(# subproblems) × (time per subproblem) = 𝑂

(
𝑛3
)
×𝑂 (1) = 𝑂

(
𝑛3
)
.

This is slightly faster than our previous running time of 𝑂
(
𝑛3 log(𝑛)

)
.

This algorithm is commonly known as to as the Floyd-Warshall algorithm2.

Theorem 5. Let 𝐺 = (𝑉, 𝐸) be a directed graph with edge lengths ℓ : 𝐸 → ℝ>0, 𝑚 edges, and
𝑛 vertices. Assume 𝐺 has no negative cycles. Then by recursing on the intermediate nodes and
applying dynamic programming (a.k.a. the Floyd-Warshall algorithm; see above), one can compute
all pairs shortest paths in 𝑂

(
𝑛3) time.

4 Successive shortest paths algorithm
In Section 2, we indexed the subproblems by the number of edges in the walk to naturally break up
bad recursive dependencies. In this section we consider an alternative approach. Let us consider
the case of strictly positive edge weights ℓ : 𝐸 → ℝ>0. Recall that for strictly positive edge
weights, shortest walks are always paths. Recall also Lemma 1.1, which we restate for the reader’s
convenience.

Lemma 1.1. For all 𝑠, 𝑡 ∈ 𝑉 with 𝑠 ≠ 𝑡,

𝑑 (𝑠, 𝑡) = 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡)

for some vertex 𝑢 with (𝑢, 𝑡) ∈ 𝐸 .

Fix 𝑠 and 𝑡. Observe that if the lengths are strictly positive, then for the minimizing vertex 𝑢

above, we have

𝑑 (𝑠, 𝑢) = 𝑑 (𝑠, 𝑡) − ℓ(𝑢, 𝑡) < 𝑑 (𝑠, 𝑡).

Thus we have the slightly strong version of Lemma 1.1

2[3] points out that this algorithm was also discovered (at least implicitly) by Peter Ingerman, Bernard Roy, and
Stephen Kleene.
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Lemma 4.1. Suppose all edge lengths are positive. For every 𝑠, 𝑡 ∈ 𝑉 with 𝑠 ≠ 𝑡, we have

𝑑 (𝑠, 𝑡) = 𝑑 (𝑠, 𝑢) + ℓ(𝑢, 𝑡)

for some 𝑢 such that 𝑑 (𝑠, 𝑢) < 𝑑 (𝑠, 𝑡).

Suppose we compute the distances 𝑑 (𝑠, 𝑡) vertex-by-vertex in increasing order of 𝑑 (𝑠, 𝑡). By
Lemma 4.1, each 𝑑 (𝑠, 𝑡) is only a function of 𝑑 (𝑠, 𝑢) for vertices 𝑢 with 𝑑 (𝑠, 𝑢) < 𝑑 (𝑠, 𝑡).

As a thought experiment, suppose we index the vertices (𝑣1 = 𝑥), 𝑣2, · · · , 𝑣𝑛 in increasing order
of distance from 𝑠:

𝑑 (𝑠, 𝑣1) ≤ 𝑑 (𝑠, 𝑣2) ≤ 𝑑 (𝑠, 𝑣𝑖) ≤ · · ·

Let us define a recursive specification as follows.

dist(𝑖) = length of the shortest path from 𝑠 to 𝑣𝑖

We can implement this algorithm as follows.

dist(𝑖) =


0 if 𝑖 = 1

min
𝑗<𝑖

(𝑣 𝑗 ,𝑣𝑖)∈𝐸

{
dist( 𝑗) + ℓ

(
𝑣𝑖, 𝑣 𝑗

)}
if 𝑖 > 1

where we regard the minimum of an empty set as∞.

Lemma 4.2. For all 𝑖, dist(𝑖) = 𝑑 (𝑠, 𝑣𝑖).

Proof. The proof is by induction on 𝑖. For 𝑖 = 1 we have 𝑣1 = 𝑠, and 𝑑 (𝑠, 𝑠) = 0. Let 𝑖 > 1. By
Lemma 4.1, 𝑑 (𝑠, 𝑣𝑖) = 𝑑

(
𝑠, 𝑣 𝑗

)
+ ℓ

(
𝑣 𝑗 , 𝑣𝑖

)
for some 𝑣 𝑗 with 𝑗 < 𝑖. In particular, it is taken into

consideration in the minimization. �

Thus the algorithm. Moreover, the algorithm is very fast after applying dynamic programming.
Observe that the running time for the subproblem dist(𝑖), excluding recursive calls, is proportional
to the in-degree of 𝑣𝑖. The sum of in-degrees over all vertices is the number of edges, 𝑚. Thus the
overall running time is 𝑂 (𝑚 + 𝑛). Great!

Of course there’s an obvious catch - we don’t know the ordering 𝑣1, . . . , 𝑣𝑛 a priori. However,
we do have enough clues to deduce the following.

1. We know that 𝑣1 = 𝑠.

2. We know that 𝑣2 is endpoint (𝑠, 𝑣2) of the minimum length edge leaving 𝑠.

3. More generally, if we already know 𝑣1, . . . , 𝑣𝑘−1, then we know that 𝑣𝑘 is the vertex
𝑣 ∈ 𝑉 \ {𝑣1, . . . , 𝑣𝑘 } minimizing

min
𝑗<𝑘

(𝑣 𝑗 ,𝑣)∈𝐸

𝑑
(
𝑠, 𝑣 𝑗

)
+ ℓ

(
𝑣 𝑗 , 𝑣

)
.
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So perhaps we can implement the dynamic programming approach by identifying each subsequent
subproblem on the fly. Consider the following algorithm, called Dijkstra’s algorithm. It is exactly
executing the dynamic programming algorithm by identifying the next 𝑣𝑖 dynamically based on
the vertices 𝑣1, . . . , 𝑣𝑖−1 that have already been solved. In the following code, we leave some of the
steps loosely specified, to instead draw attention to the high level ideas. We will fill in the details
based on running time considerations laters.

Dijkstra(𝐺 = (𝑉, 𝐸),ℓ : 𝐸 → ℝ>0,𝑠 ∈ 𝑉)

/* A first version of Dijkstra’s algorithm for the sake of establishing the high level ideas. */

1. mark 𝑠 and set 𝐷 (𝑠) = 0

2. while there are unmarked vertices

A. let 𝑣 be the unmarked vertex minimizing

min
𝑢
{𝐷 (𝑢) + ℓ(𝑢, 𝑣) : (𝑢, 𝑣) ∈ 𝐸 and 𝑢 is marked}

B. mark 𝑣 and set 𝐷 (𝑣) to the above quantity

3. return 𝐷

Dijkstra’s algorithm is a perfect simulation of the dynamic programming algorithm we discussed
before it. It labels vertices in increasing distance from 𝑠 - without knowing the order a priori. As a
faithful simulation of the dynamic programming algorithm, it inherits the same proof of correctness.
The labels 𝐷 (𝑡) returned by the algorithm satisfy 𝐷 (𝑡) = 𝑑 (𝑠, 𝑡) for all 𝑡.

It remains to analyze the running time. There are 𝑂 (𝑛) iterations of the outer loop in step (2).
There are also inner loops implicit when we select the minimizing vertex 𝑣 in (2.A). The most
straightforward way to implement (2.A) is with a loop over all the edges, which takes 𝑂 (𝑚) time.
This gives a total running time of 𝑂 (𝑚𝑛). This is no faster than the Bellman-Ford algorithm from
Section ?? which was more straightforward and can handle negative edges and cycles.

The bottleneck is step (2.A). Identifying the next closest unlabeled vertex takes 𝑂 (𝑚) time,
and we do this 𝑂 (𝑛) times. The approach outlined above treats each search for 𝑢 as completely
independent from one iteration to the next. But of course the searches have a lot in common. They
are all in the same graph. The only difference between one iteration of (2.A) and the next is that
one more vertex 𝑣 is marked. Marking a vertex 𝑢 only updates the score of vertices 𝑣 that are the
endpoint of an edge (𝑢, 𝑣) from 𝑢. So from one iteration to the next, rather than rebuilding all the
scores from scratch, we could instead update the results from the previous iteration for only the
subset of vertex that change.

We facilitate this by a data structure called a heap. We assume the reader is acquainted with
heaps but we briefly review the key points. A heap is a data structure designed to keep track of
the key with the smallest value over a collection of key-value pairs. In this context the value is
sometimes called a “priority”. For the sake of our discussions, a heap is defined by the following
three basic operations. (Here we describe a min-heap but a max-heap can be defined analogously.)

1. insert(𝑘,𝑝): inserts an key 𝑘 with priority 𝑝.
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2. decrease(𝑘,𝑝): Let 𝑘 be a key in the heap. If 𝑝 is less than the current priority of 𝑘 , decrease
the priority to 𝑝.

3. remove-min(): removes and returns the key value pair (𝑘, 𝑝) with the minimum priority 𝑝.

A standard array-backed array takes 𝑂
(
log 𝑛

)
time for each of the above operations, where 𝑛 is the

number of items in the heap.
With regards to Dijkstra’s algorithm, we can use a heap to track unlabeled vertices 𝑣 with priority

min
𝑢:𝑢 labeled
(𝑢,𝑣)∈𝐸

𝐷 (𝑢) + ℓ(𝑢, 𝑣).

To keep the heap updated, whenever we label a vertex 𝑢, we decrease the priority of each vertex 𝑣

with (𝑢, 𝑣) ∈ 𝐸 by calling the decrease operation on the heap with the priority based on 𝐷 (𝑢). By
keeping the priorities updated, we can retrieve the next vertex 𝑣 with a call to remove-min().

Dijkstra(𝐺 = (𝑉, 𝐸),ℓ : 𝐸 → ℝ>0,𝑠 ∈ 𝑉)

/* An implementation of Dijkstra’s algorithm where the operation of finding the next closest vertex is
provided by a heap. */

1. 𝐻 ← new heap

2. 𝐻.insert(𝑠,0)

3. for all other vertices 𝑣 ≠ 𝑠

A. 𝐻.insert(𝑣,∞)

4. while 𝐻 is not empty

1. (𝑣, 𝑘) ← 𝐻.remove-min()

2. set 𝐷 (𝑣) = 𝑘

3. for each edge (𝑣, 𝑤) leaving 𝑣

A. 𝐻.decrease-key(𝑤,𝐷 (𝑣) + 𝑘)

5. return 𝐷

As mentioned above, each heap operation takes 𝑂
(
log 𝑛

)
time in an array-backed heap. Thus,

when using an array-backed heap, Dijkstra’s algorithm takes

𝑂
(
log 𝑛

)
× (# decrease-key’s) +𝑂

(
log 𝑛

)
× (# remove-min’s)

= 𝑂
(
𝑚 log 𝑛

)
+𝑂

(
𝑛 log 𝑛

)
= 𝑂

(
𝑚 log 𝑛

)
.

This is a considerable improvement on 𝑂 (𝑚𝑛). It is also a very reasonable running time; it is as if
we were sorting all the edges. Still, one can do better with the following remarkable data structure
due to Fredman and Tarjan [4].
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Fact 4.1. There exists a data structure, called a Fibonacci heap, that has the following guarantee.
Over any sequence of 𝐼 calls to insert-key, 𝐷 calls to decrease-key, and 𝑅 calls to remove-min,
the Fibonacci heap takes

𝑂
(
𝐼 + 𝐷 + 𝑅 log 𝑛

)
time in total.

Note that the running time above only guarantees that each decrease-key takes 𝑂 (1) time on
average, but a single operation may take longer in the worst-case. This “on-average” guarantee
is fine for our purposes where we are only concerned in the total running time over the course of
a shortest path algorithm. Such averaging types of guarantees are proven by a technique called
amortized analysis. We will come back to amortized analysis later in the course where we plan to
analyze Fibonacci heaps among many more data structures. For the moment, we assume Fact 4.1 as
a given fact.

If we use Fibonacci heaps, then the running time becomes

𝑂 (1) × (# decrease-key’s) +𝑂
(
log 𝑛

)
× (# remove-min’s)

= 𝑂
(
𝑚 + 𝑛 log 𝑛

)
.

Theorem 6. Let 𝐺 = (𝑉, 𝐸) be a directed graph with positive edge weights ℓ : 𝐸 → ℝ>0 and let
𝑠 ∈ 𝑉 . Then Dijkstra’s algorithm (with Fibonacci heaps) computes the shortest path from 𝑠 to every
other vertex 𝑡 ∈ 𝑉 in 𝑂

(
𝑚 + 𝑛 log 𝑛

)
time.

4.1 Unweighted graphs
It is worth pointing out that the algorithm becomes even simpler for unweighted graphs. As we have
seen, Dikstra’s algorithm identifies the distance 𝑑 (𝑠, 𝑡) of each vertex 𝑡 in increasing order of 𝑑 (𝑠, 𝑡).
If the edges are unweighted, then these values are always integers - 0 (only for 𝑡 = 𝑠), 1, 2, 3, and so
forth. The vertices 𝑡 with 𝑑 (𝑠, 𝑡) = 𝑘 are sometimes referred to as the 𝒌th layer. The first layer
consists of vertices 𝑡 with an edge from 𝑠. The second layer consists of vertices 𝑡 who aren’t in the
first layer, and have an edge from some vertex in the first layer. More generally the 𝑘th layer refers
to the vertices at distance 𝑘 from 𝑠.

A heap is overkill for the unweighted setting, because know that the distances are exactly the
integers in increasing order. We can simply build out the layers one at a time explicitly, as follows.

BFS(𝐺 = (𝑉, 𝐸),𝑠)

1. set 𝑘 = 0 and 𝐷 (𝑠) = 0

2. while 𝑘 ≤ 𝑛

A. for each vertex 𝑣 with 𝐷 (𝑆) = 𝑘

1. for each edge (𝑣, 𝑤) ∈ 𝐸 leaving 𝑣

a. unless 𝐷 (𝑤) is already set to some value

1. set 𝐷 (𝑤) = 𝑘 + 1

return 𝐷
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We can make this more slick with a queue. The following pseudocode is how breadth-first search
is typically presented and is equivalent to the above.

BFS(𝐺 = (𝑉, 𝐸),𝑠)

1. allocate a new queue 𝑄, set 𝐷 (𝑠) = 0, and insert 𝑠 into 𝑄

2. while 𝑄 is not empty

A. remove 𝑣 from the front of 𝑄

B. for each edge (𝑣, 𝑤) ∈ 𝐸 leaving 𝑣

1. unless 𝐷 (𝑤) is already set to some value

a. set 𝐷 (𝑤) = 𝐷 (𝑣) + 1
b. insert 𝑤 into the back of 𝑄

We conclude with a theorem summarizing the running time guarantee for BFS. It is the fastest
algorithm we will see in this chapter, as well as the most limited.

Theorem 7. BFS computes single source shortest paths in an unweighted graph in 𝑂 (𝑚 + 𝑛) time.

5 The traveling salesman problem
Let 𝐺 = (𝑉, 𝐸) be a graph. A tour of 𝐺 is a walk that (a) visits all the vertices and (b) starts and
ends at the same vertex. The traveling salesman problem is to compute the tour of 𝐺 of minimum
total cost. If 𝐺 is undirected, then this is sometimes called the metric traveling salesman problem,
and if 𝐺 is directed, this is sometimes called the asymmetric traveling salesman problem.

Theorem 8. A polynomial time algorithm for asymmetric traveling salesman implies a polynomial
time algorithm for SAT.

We take as input a SAT formula 𝑓 (𝑥1, . . . , 𝑥𝑛) in CNF with 𝑚 clauses. Based on 𝑓 , we construct
a directed and unweighted graph 𝐺 with 𝑀 edges and 𝑁 vertices, where 𝑀 and 𝑁 are TBD. It will
have the feature that 𝑓 is satisfiable iff there is a tour of 𝐺 that has length exactly 𝑁 . Note that 𝑁 is
the minimum possible length since a tour has to visit every vertex at least once. We first sketch out
the main ideas at a broad level. More specific details (like exactly how many vertices of some type)
will be supplied at the end once the high level ideas are in place.

Speaking informally, for each variable 𝑥𝑖, we want to encode the decision to setting either
𝑥 𝑗 = true or 𝑥 𝑗 = false with a graph. One way to do this is via a long, bidirected path for each 𝑥 𝑗 .
If a tour tries to go back and forth along the path, then it will have to repeatedly visit some vertices
and this increases the overall cost. If we tour avoids any such redundancy - and traverses the path
exactly once in a particular direction - then we can interpret one direction as setting 𝑥 𝑗 = true and
the other as setting 𝑥 𝑗 = false.
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We arrange these paths, one for each 𝑥𝑖, in a “ladder”-like structure, strung to together by edges
connecting the endpoints. In particular we will add all four directed combinations from endpoints of
the path one variable 𝑥𝑘 to the endpoints of the path of the next variable 𝑥 𝑗+1. (If 𝑗 = 𝑛, the edges
from the endpoints of the path for 𝑥𝑛 go to the endpoints of the path for 𝑥1 instead). See the picture
above. Then any tour that visits every vertex in the ladder that wants to minimize its total distance
will want to commit to going left or right along each rung of the ladder. More precisely, at the stage
of the construction, any TSP solution that avoids visiting the same vertex twice has to traverse each
rung in exactly one direction, working its way down from top to bottom and then looping back to the
top.

Of course we have not yet encoded any clauses. To this end we have the following. Let us
arbitrarily fix, for each vertex 𝑥 𝑗 , the left to right direction as denoting 𝑥 𝑗 = true, and the right
to left direction as denoting 𝑥 𝑗 = false. We want to design a gadget for each clause that is “free”
when we travel along the direction of a vertex that corresponds to satisfying the clause. To be
specific, fix a clause 𝐶𝑖 (where 𝑖 ∈ [𝑚]). We introduce a new vertex 𝑐𝑖 for that clause. For each
variable 𝑥 𝑗 that appears in 𝐶𝑖 as 𝑥 𝑗 (as opposed to 𝑥 𝑗 ), pick two consecutive (unused) nodes along
𝑥 𝑗 ’s path. In the left to right direction (corresponding to 𝑥 𝑗 = true), add an edge from the first of
these vertices to the clause-vertex 𝑐𝑖, and an edge from the clause-vertex 𝑐𝑖 to the second of these
vertices. For each variable 𝑥 𝑗 that appears in 𝐶𝑖 in negated form 𝑥 𝑗 , we do something similar except
in the opposite direction. We pick two consecutive unused nodes along 𝑥 𝑗 ’s path. Moving in the
right to left direction (corresponding to 𝑥 𝑗 = false), we add an edge from the first of thee vertices
to the clause-vertex 𝑐𝑖, and an edge from the clause-vertex 𝑐𝑖 to the second of these vertices. See the
picture below.
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Any TSP solution has to visit each clause vertex 𝑐𝑖. The construction is such that if a solution is
already traversing the path of some 𝑥 𝑗 in the direction that satisfies 𝐶𝑖, then it can detour and visit
that clause essentially for free - paying for one extra edge that one has to pay no matter what to visit
𝑐𝑖.

1. For each variable 𝑥 𝑗 , we create two variables 𝑠 𝑗 and 𝑡 𝑗 , which will be opposite ends of the
path for 𝑥 𝑗 .
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2. For each variable 𝑥 𝑗 (where 𝑗 ∈ [𝑛]), and each clause 𝐶𝑖 (where 𝑖 ∈ [𝑚]), we create two
variables 𝑎 𝑗 ,𝑖 and 𝑏 𝑗 ,𝑖. For each 𝑖, 𝑎 𝑗 ,𝑖 and 𝑏 𝑗 ,𝑖 are reserved for a possible gadget for clause 𝐶𝑖.
We also have 𝑚 + 1 addition vertices 𝑑 𝑗 ,1 that will act as dividers.

3. For each variable 𝑥 𝑗 , consider the sequence

(𝑠 𝑗 , 𝑑 𝑗 ,0, 𝑎 𝑗 ,1, 𝑏 𝑗 ,1, 𝑑 𝑗 ,1, 𝑎 𝑗 ,2, 𝑏 𝑗 ,2, 𝑑 𝑗 ,2, . . . , 𝑑 𝑗 ,𝑚−1, 𝑎 𝑗 ,𝑚, 𝑏 𝑗 ,𝑚, 𝑑 𝑗 ,𝑚, 𝑡 𝑗 ),

where the . . . iterates though the vertices 𝑎 𝑗 ,𝑖 and 𝑏 𝑗 ,𝑖 in increasing order of 𝑖. We add
directions in both directions between every consecutive pair of edges. Thus creates a “rung”

4. For 𝑗 = 1, . . . , 𝑛, we add all 4 combinations of directed edges from 𝑠 𝑗 and 𝑡 𝑗 to 𝑠 𝑗+1 and 𝑡 𝑗+1.
For 𝑗 = 𝑛, we add 4 directed edges from 𝑣𝑛,0 and 𝑣𝑛,𝑚 to 𝑣1,0 and 𝑣1,𝑚. This strings the rungs
together to form a “ladder”.

5. For each clause 𝐶𝑖, we create a vertex 𝑐𝑖.

6. For each clause 𝐶𝑖, and each literal of the form 𝑥 𝑗 in 𝐶𝑖, we add directed edges from 𝑥 𝑗 ,𝑖−1 to
𝑥 𝑗 ,𝑖. For each literal of the form 𝑥 𝑗 in 𝐶𝑖, we add directed edges from 𝑥 𝑗 ,𝑖 to 𝑥 𝑗 ,𝑖−1.

A helpful fact about the construction is that to avoid repeating any vertex, one has to traverse all
the vertices corresponding to a variable 𝑥 𝑗 in one direction or the other. The dividers make it easier
to prove this and we leave the proof to the reader.

Let 𝑁 be the total number of vertices in this construction. We claim that 𝑓 is satisfiable iff and
only 𝐺 has a TSP solution of size 𝑁 . In one direction, giving an assignment 𝑥 ∈ {0, 1}𝑛, we obtain
a TSP solution of size 𝑁 by first using each 𝑥 to decide in which direction to traverse the path for
each 𝑥 𝑗 . Each clause vertiex vertices can be visited for free as we traverse the path of the satisfying
vertex. Conversely, given a TSP solution of size 𝑁 - which, in particular, traverses each path gadget
in a single direction - we obtain a satisfying assignment by mapping the directions to true/false
assignments.

The many useful applications of TSP has motivated a number of techniques in operations
research (such as cutting planes) as well as the development of approximation algorithms. Later
on in the class we will see a classical (3/2)-approximation algorithm for metric TSP [2]. The
(3/2)-approximation algorithm is from 1976, and was the best known approximation algorithm just
this past summer [5]. The first constant factor approximation for asymmetric TSP was also obtained
only very recently, in 2018 [6].

6 Exercises
See Chapter 8 and Chapter 9 of Jeff’s notes [3] for many additional exercises related to this chapter.

Exercise 1. In the introduction it is mentioned that it is possible for 𝑑 (𝑠, 𝑡) and 𝑑 (𝑡, 𝑠) to be different.
This question asks for perhaps the most extreme graph. Describe a graph 𝐺 with two vertices 𝑠 and
𝑡 such that 𝑑 (𝑠, 𝑡) = −∞ and 𝑑 (𝑡, 𝑠) = +∞ (that is, there is no path from 𝑡 to 𝑠).
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Exercise 2. Consider the problem where, given a directed graph 𝐺 = (𝑉, 𝐸) with nonnegative edge
weights, and an ordering of the vertices 𝑣1, 𝑣2, . . . , 𝑣𝑛, the goal is to find the shortest walk that
contains the ordered list of vertices as a subsequence, or else declare that one doesn’t exist. For
example, for 𝑛 = 3, the walk

𝑣1 → 𝑣3 → 𝑣2 → 𝑣1 → 𝑣3

contains the ordered list of vertices 𝑣1, 𝑣2, 𝑣3 as a subsequence (by considering the first, third, and
fifth vertices in the walk).

Either (a) show that a polynomial time algorithm implies a polynomial time algorithm for SAT,
or (b) design and analyze an efficient algorithm for this problem.

Exercise 3. Given a directed graph 𝐺 and a fixed vertex 𝑠, we showed that the Bellman-Ford
algorithm can detect if there is negative cycle reachable from 𝑠. Suppose one wanted to identify all
vertices that appear in a negative circuits. Design and analyze an algorithm, as fast as possible, that
identifies all vertices 𝑣 that appear in a negative circuit.

Exercise 4. Consider the problem where, given a directed graph 𝐺 and an integer 𝑘 , we must decide
if 𝐺 has a walk (where vertices can repeat) with at least 𝑘 vertices.

Either (a) show that this problem is NP-Hard, or (b) design and analyze an efficient algorithm
for this problem.

Exercise 5. Consider a directed graph 𝐺 = (𝑉, 𝐸) that is transitively closed. That is, a vertex 𝑢

can reach a vertex 𝑣 iff there is an edge from 𝑢 to 𝑣.
Consider the problem of finding a Hamiltonian path in a transitively closed graph. That is, the

input consists of a transitively closed graph, and the goal is to find a Hamiltonian path in the graph.
Either (a) show that this problem is NP-Hard, or (b) design and analyze an efficient algorithm

for this problem.
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