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1 Flows
Let � = (+, �) be a directed graph and let 2 : � → R>0 be a set of positive edge weights,

called capacities. Let B ∈ + be a source and C ∈ + a fixed sink. An (s , t)-flow is an

assignment 5 : �→ R≥0 subject to the following constraints. Here, for an edge 4 ∈ �, we

refer to 5 (4) as the “flow on 4”.

1. Capacity constraints: For all edges 4 ∈ �, the flow on 4 is at most the capacity:

0 ≤ 5 (4) ≤ 2(4).

2. Conservation constraints. For all non-terminals E ∈ + − {B, C}, the total flow entering

a vertex equals to the total flow leaving it:∑
4∈%−(E)

5 (D, E) =
∑

4∈%+(E)
5 (E, D).

Lemma 1.1. Let � = (+, �) be a directed graph with integral capacities 2 : �→ R>0. Let B, C ∈ + .
Then any maximum (B, C)-path packing gives the maximum (B, C)-flow. In particular:

1. The maximum (B, C)-flow equals the minimum (B, C)-cut.

2. There is a maximum (B, C)-flow that is integral.

Proof sketch. Integral capacities can be interpretted as an unweighted multigraph where the

number of copies of an edge is equal to the integral capacity. In this multigraph, we can

apply our theorems from path packing discussed previously. Moreover, each path packing

can be converted to a flow where the flow of an edge is equal to the number of copies of
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that edge used by the paths. (Note that path packings automatically satisfy conservation of

flow, since a path goes in and out of every non-terminal vertex.) We leave it to the reader

to flesh out this approach to obtain the claimed theorem. �

Theorem 1. Let � = (+, �) be a directed graph with real-valued edge weights.
Proof. Consider first the case where capacities are rationals. We can scale up the capacities

to be integers, and then apply Lemma ??.
For more general, real-valued capacities, we can approximate the capacities by rational

numbers. That almost gives the max-flow min-cut, up to arbitrarily small error. Taking the

error down to 0 establishes the max-flow min-cut theorem. �

2 Algorithms for maximum flow
We know turn to computing the maximum flow in a capacitated graph. Previously we

showed how to pack paths in an unweighted graph. This gives us a polynomial time

algorithm for maximum flow with unit capacities. However it does not scale with integral

capacities as it requires a number of iterations equal to the total flow.

2.1 Residual graphs
Before proceeding to an algorithm for flow, it is helpful to extend the notion of residual

graphs, previous defined for path packings, to flows. The following approach is exactly

one would expect.

Let 4 ∈ � be a fixed flow, and suppose we have a flow vector 5 that sends some flow

along 4. Note that 0 ≤ 5 (4) ≤ 2(4) by definition.
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Observe that we could still 2(4) − 5 (4)more units of flow in the same direction while still

satisfying the capacity constraints. But can also effectively route 2(4) units of flow in the
opposite direction. Sending one unit of flow in the opposite direction is equivalent to simply

decreasing 5 (4) by one. In general, canceling flow in opposite directions is neutral w/r/t

flow conservation, and can only help with the capacity constraints. Thus in the residual

graph we introduce an edge with capacity 5 (4) in the opposite direction.




































































































































Residual graphs wht flows costs

let f E lRzo be s T flow

EEE w capacity de

f e Ice
in

this leaves Ste de capacity in forwards

direction and Ste capacity backwards

Ste de

Ste

This generalized notion of flow allows us to extend the augmenting paths algorithm as

follows. Here we make one change that’s only natural: whenever we find an augmenting

path, we route as much flow as possible subject to the conservation constraints.
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augmenting-paths(graph � = (+, �), capacities 2 : �→ R>0, source B, sink C)

// Edmonds and Karp [1]

1. 5 ← 0

2. while there is an (B, C)-path in the residual graph

A. let ? be any (B, C)-path
// Route as much flow along ? as possible
B. let � be the minimum (residual) capacity of any edge in ?

C. add � units of flow along ? to 5 and update the residual graph.

3. (← the set of vertices still reachable from B in the residual graph

4. return the (B, C)-flow 5 and the directed (B, C)-cut induced by (

This algorithm will terminate, but it can take a very long time. We challenge the reader

to think of a simple example where this algorithm would be inefficient.

2.2 Shortest augmenting path
We make the following adjustment due to Edmonds and Karp [1]. Rather than selecting

any augmenting path, we repeatedly select the shortest one.

shortest-augmenting-paths(graph � = (+, �), capacities 2 : �→ R>0, source B, sink C)

// Edmonds and Karp [1]

1. 5 ← 0

2. while there is an (B, C)-path in the residual graph

A. let ? be the shortest (B, C)-path
// Route as much flow along ? as possible
B. let � be the minimum (residual) capacity of any edge in ?

C. add � units of flow along ? to 5 and update the residual graph.

3. (← the set of vertices still reachable from B in the residual graph

4. return the (B, C)-flow 5 and the directed (B, C)-cut induced by (

The key lemma is as follows.

Lemma 2.1. For all E ∈ + , the distance from B to E in the residual graph never decreases.

Let us assume first assume Lemma ?? and see why it useful in deriving a polynomial

time algorithm.

Consider a directed edge 4 = (D, E) ∈ �.

3



1. Whenever 4 is removed from the residual graph, 4 must have been in the shortest

(B, C)-path.
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In particular, we must have ℓ (E) = ℓ (D) + 1.

2. When 4 = (D, E) is added back into the residual graph, the opposite edge (E, D)was

in the shortest (B, C)-path.
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Then we must have ℓ (D) = ℓ (E) + 1.

If ℓ (E) = ℓ (D) + 1 at some point, and then later ℓ (D) = ℓ (E) = 1, then ℓ (D) and ℓ (E)must have

switched order. Meanwhile Lemma 2.1 asserts that the distance levels never decrease. This

implies that ℓ (D)must have increased by two. Since the maximum distance is =, we see

that 4 can get deleted or added to the residual graph at most = times.

The shortest-augmenting-paths algorithm routes the maximum amount of flow along

each successive shortest path. The maximality ensures that some edge along the path will

be removed from the residual graph. Since edges can be added and deleted at most $(=)
times, this implies that shortest-augmenting-paths will terminate with $(<=) iterations.
Each iteration takes $(< + =) time to find the shortest path and update the graph.

In conclusion, if we assume Lemma ?? is true, then we have the following.

Theorem 2 ([1]). The shortest-augmenting-paths algorithm computes the maximum (B, C)-flow
and minimum (B, C)-cut in $

(
<2=

)
time.

It remains to prove Lemma 2.1. We restate the claim for the reader’s convenience.

Lemma 2.1. For all E ∈ + , the distance from B to E in the residual graph never decreases.

Proof. Let us refer to the distance from B to a vertex E as the “level” of E, denoted ℓ (E) (in
the spirit of BFS). Suppose we augment along the shortest (B, C)-path ?. We need to show

the level of every vertex does not decrease. We prove this by induction on the level of the

vertex after updating the residual graph. In the base case, the only vertex that can have

level 0 is B, and the level of B never changes.

In the general case, let E be a vertex with level > 0 after the augmentation. Let  be the

level of E before augmentation, and let � be the level of E before augmentation. We want to

prove that  ≤ �. Suppose by contradiction that � < .
Let D be the previous vertex in the shortest (B, E) path after the augmentation.
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Then D is at level � − 1 after the augmentation. Note that � − 1 <  by assumption. Thus,

by induction, the level of D was at most � − 1 before the augmentation as well. In particular,

before augmentation, the level of D was (at least) two less than the level of E. This implies

(D, E) was not in the residual graph before the augmentation. Since (D, E) is in the residual

graph after augmenting and not before, (E, D)was in the augmenting path. But then, before

augmenting, the level of E was one less than the level of D – a contradiction. �

Note that the shortest augmenting path algorithm takes $
(
<2=

)
time, no matter the

magnitude of the capacities, assuming that basic arithmetic can be done in $(1) time.

Such an algorithm is sometimes called strongly polynomial time. There have been many

improvements in the best strongly polynomial running times. One notable algorithm we

did not present is based on “blocking flows” [dinic-70]. The best strongly polynomial

running time known for maximum flow is $(<=), which is obtained fairly recently [5]

compared the long history of maximum flow [3]. In this class, we assume the $(<=) time

as well as the $(<�) running time for integral maximum flow.

Theorem 3 ([5]). The maximum (B, C)-flow can be computed in $(<=) time.

3 Some applications of max flow
It turns out that there is a rich variety of problems that can be solved be maximum flow.

Very nice expositions of applications can be found in [4] and [2]. Here we briefly describe a

few examples and sketch the high level details. The proofs are left to the reader when we

believe they are within reach. Full details can be found in [2, 4].

3.1 Vertex disjoint paths, vertex capacitated flow, and vertex cuts
Thus far we have discussed disjoint paths and capacitated flows we were the constraints

are on the edges. However one can also consider problems where there are constraints on

the vertices. For example, it is natural to ask for the maximum number of vertex-disjoint
(B, C)-paths. In the dual, a vertex (s , t)-cut refers to a set of vertices whose removal

disconnects B from C. Here we assume that B and C are not connected by an edge.

For example, in the following graph, there are two edge-disjoint paths from B to C, and

the minimum edge-cut is 2. But there is only one vertex disjoint path, and a vertex cut of

size one (circled in the middle).




































































































































Vertex Disjoint Paths Vertex capacitated flow
Vertex cuts

S O t

2 edge disjoint paths
1 vertex disjoint path
vertex cut I

5



Theorem 4. Let � = (+, �) be a directed graph with positive vertex capacities 2 : + → R>0. Let
B, C ∈ + be a fixed source and sink, respectively.

1. The maximum vertex capacitated (B, C)-flow equals the minimum capacity (B, C)-vertex-cut.

2. If the capacities are integral, then the maximum vertex capacitated flow (B, C)-flow is attained
by an integral flow.

3. The maximum vertex capacitated (B, C)-flow and the minimum capacity (B, C)-vertex-cut
can be reduce to edge-capacitated flows and cuts in a graph with $(< + =) edges and $(=)
vertices.

Proof sketch. We reduce from vertex capacities to edge capacities with the following simple

trick. For each vertex E with capacity 2, we split E into two vertices, “E-in” E− and “E-out”

E+. All edges directed into E are instead directed into E−, and all edges directed out of E

are instead directed out of E+. We add an edge from E− to E+ with capacity 2.
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We leave it to the reader to apply the ideas from edge capacitated flow to this auxiliary

graph to give the claims. �

One can also consider combinations of vertex and edge capacities. One example this

might occur is in networks. The edge capacities reflects how much data can be carried

through a cable. The vertex capacities model how much data can be passed through a

router.

3.2 Bipartite matching
Let � = (+, �) be a bipartite graph. That is, suppose there is a partition of + into two

sets !, ' (mnemonics for “left” and “right”), such that every edge 4 ∈ � has exactly one

endpoint in ! and one endpoint in '.




































































































































Special case Bipartite graphs

Is maximum matching NP Hard in

bipartite graphs

A matching is a set of edges " ⊆ � where not two edges share an endpoint.

Theorem 5. The maximum cardinality matching can be computed in $(<=) time.

Proof sketch. The proof is by reduction to max flow. The construction is as follows.
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3.3 Project selection
Here we consider a generic planning problem called project selection. The high level idea is

that there are many possible projects that we can undertake. Some bring profit and others

are net loss. What makes this problem interesting is that they depend on each other in

complicated ways. Perhaps project � has to be completed before project �, and projects �

and � both have to completed before project �. The goal is to choose a maximum profit

subset of projects, where for each selected project, we have to also include the other projects

that it depends on. Formally the input is as follows.

1. A set of projects, %.

2. For each project ? ∈ %, a value �(?) ∈ R that measures the net profit of the project.

3. For each project ? ∈ %, a set of precedence constraints '(?) ⊂ %, which reflects the set

of projects that also have to be undertaken if ? is.

The following is a visual example where each vertex corresponds to a project. Each edge

reflects a dependency – an edge (G, H) indicates that project G depends on project H.



































































































































Project selection

dependencies 2
4

3
6

2 S

3 8

Projects have net profits can be o

and dependencies

goal select projects incl dependencies

w max total profit

Theorem 6. The project selection problem can be solved in polynomial time.

Proof sketch. We reduce the max-flow min-cut as follows. We introduce a source B and add

a directed edge from B to every profitable project. The edge is given capacity equal to the

profit. We introduce a sink C, and a directed edge from every negative profit to C. Each

such edge is given capacity equal to the (positive) cost of that project. We add a directed

edge for every capacity with cost +∞.
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claim min cut best project selection

Consider any set ( ⊂ + that contains B and excludes C, and the induced (B, C)-cut %+((). If
the capacity of the cut is finite, then for every project ? in (, every dependency of ? must

also be in (. That is, ( is a feasible project selection. Consider assume the capacity of the

cut is finite. All of the edges in the cut %(() are one of two types.

1. The edge from a source to a profitable project excluded from (.

2. The edge from a negative profit project in ( to C.

Thus the capacity of the cut is exactly equal to(
sum of profits of positive

projects excluded from (

)
−

(
sum of costs of

negative projects in (

)
We can rewrite this as(

total sum of profits of

all positive projects

)
−

(
sum of profits of all

positive projects in (

)
−

(
sum of costs of

negative projects in (

)
=

(
total sum of profits of

all positive projects

)
−

(
net profit of (

)
.

Note that the total sum of profits of all positive projects is fixed independently of (. Thus

the minimum (B, C)-cut will maximize the net profit of the source side of the cut. �

3.4 Playoffs
Imagine we are nearing the end of a baseball season, and several teams are competing for

one spot in the playoffs. We want to know if our favorite team has a chance of making the

playoffs.




































































































































Team Wins Games left

NewYork 92 2

Baltimore 91 3

Toronto 91 3

Boston 90 t 2 92

Can Boston catch up
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Since Boston has 2 games, it is possible for them to win both and catch up to the Yankees.

But we still have to ensure that the Yankees don’t win, and that neither Baltimore nor

Toronto win more than 1. That can get tricky if these teams are playing with each other.

The input is as follows.

1. A set of teams ).

2. For every team C ∈ ), the number of wins F(C) that they already have.

3. For every pair of teams B, C ∈ ), the number of games 6(B, C) between them.

4. The home team ℎ ∈ ).

The goal is to figure out if there’s any set of outcomes to the remaining games so that the

home team ℎ is at least tied for the most wins.

Theorem 7. Playoff elimination can be decided in polynomial time via reduction to max flow.

Proof sketch.

1. We have a source B and a sink C.

2. We have a vertex for every pair of teams with games left to play.

3. We have a vertex for every team.

We add an edge from B to every pair of teams with games to play, with capacity equal to

the number of games. For each such pair of teams, we add edges from the pair’s vertex to

each of the teams, with infinite capacity. Finally, let, be the maximum number of wins

that the home team can win. For each team C other than the home team, we have an edge

of capacity, − F(C).



































































































































games teams

games
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1
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The idea is that the maximum flow tries allocate the wins from all the unplayed games so

that no team besides ℎ has more than, wins. If there is a maximum flow that is able to

allocate all the games, then ℎ is not eliminated. If not, then it is impossible for ℎ to make

the playoffs �
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4 Exercises
Exercise 1. Consider an instance (� = (+, �), B , C , 2) of (B, C)-maximum flow with integral

capacities, and suppose you have already computed a maximum integral flow 5 .

1. Suppose we increase the capacity of an edge by 1. Design and analyze an algorithm,

as fast as possible, to compute the maximum flow in the updated graph.

2. Suppose we decrease the capacity of an edge by 1. Design and analyze an algorithm,

as fast as possible, to compute the maximum flow in the updated graph.

Exercise 2. The densest subgraph problem is defined as follows. Let � = (+, �) be an

undirected graph where the edges are unweighted (for simplicity). For a set of vertices (,

let 6(() denote the number of edges in the subgraph induced by (:

6(() = |{4 ∈ � : 4 ⊆ (}|.

The density of a set of vertices ( is defined as the density of the subgraph induced by (;

namely, (
density (

)
=
6(()
|( | ,

with the density of the empty set understood to be 0. The goal is the find the set ( of

maximum density.

For each of the following problems, either (a) show that the problem is NP-Hard, or (b)

design and analyze a polynomial time algorithm for it1.

1. Given a value � ∈ R>0, decide if there is a set ( with density ≥ �.2

2. Given a value ) ∈ R≥0, find the largest set ( such that 6(() ≤ ).3

3. Find the set ( of maximum density.
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